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Reduced Order Models for Non-Newtonian Fluids Using

Non-Stationary Gaussian Process Regression
Sven Bendermacher, Vicky Hüfken, Freek Klabbers and Wybe Sesink

Abstract—This study developed an uncertainty-driven adap-
tive sampling framework for data-efficient reduced-order
models (ROMs) of non-Newtonian fluid flows, leveraging
non-stationary Gaussian Process Regression (NSGPR). The
objective was to enhance ROMs performance in scenarios
with scarce or computationally expensive data, like Finite
Element Method (FEM) simulations. We applied Proper Or-
thogonal Decomposition (POD) to reduce high-dimensional
FEM solutions to a set of coefficients, which were then
predicted by NSGPR, providing both a mean prediction
and an uncertainty measure to guide subsequent adaptive
sampling.

The forward problem demonstrated that NSGPR with adap-
tive sampling achieved a similar mean absolute error using
only one-third of the data compared to linear sampling. For
the inverse problem, the framework successfully inferred
fluid parameters from limited experimental measurements,
yielding accurate posterior distributions which accounted for
model and experimental uncertainty.

The method is equation-free and non-intrusive, making it
compatible with existing simulation workflows. It provides
a promising solution for parameter estimation in nonlinear,
data-scarce systems across engineering and physical sciences,
significantly reducing the computational burden of high-
resolution simulations.

I. INTRODUCTION

Simulations and physical experiments often require sub-
stantial material or computational resources, making data
collection expensive and time-consuming [1]. Reduced-
order models (ROMs) provide a way to approximate the
data at a fraction of the cost and time [2], [3]. However,
building ROMs typically require large amounts of data to
train, which defeats the purpose of building a ROM in a
data-scarce environment.

One such domain is the modeling of non-Newtonian fluids.
Physical experiments are often impractical because of the
need to produce and test a wide range of fluids [4]. As a
result, numerical methods such as Finite element method
(FEM) is used to solve the governing equations for a set
of input parameters [5]–[7] . This approach generates a
mapping from input parameters to output parameters and
is what we refer to as the forward problem. Applying this
approach systematically across every set of input parame-
ters enables a numerical reconstruction of the relationship
between viscosity η and the shear rate γ̇. Alternatively, the
behavior of a non-Newtonian fluid can be learned from
inferring experimental observations from a set of fluid
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parameters [7], [8]. In this case, the goal is to create a
mapping from output parameters, for example, the velocity
of a ball falling in a fluid, to input parameters, the viscosity
of the fluid. This method reverses the mapping and is what
we call the inverse problem. By combining the forward
method and Bayesian inference, the inverse method can
be applied to estimate the underlying fluid parameters [9].
Bayesian inference will predict the posterior distribution of
the fluid parameters by inferring the experiment data with
numerical results using probability distributions. Gaussian
Process Regression (GPR) is applied to approximate the
forward method and not only provides a prediction of the
parameters but also an estimate of the uncertainty of the
prediction it has made. Combining Bayesian inference and
GPR techniques is relatively new and is currently being
applied in engineering applications, an example includes
[10].

This project aims to use a novel approach to combine
advanced GPR techniques, such as non-stationary kernels,
with adaptive sampling techniques to improve Bayesian
inference models where little experimental data is avail-
able and FEM data is expensive to generate.

The report starts off with the governing equations of the
problem and a brief explanation of proper-orthogonal de-
composition, non-stationary kernels for Gaussian Process
Regression and Bayesian inference, as this is the main
knowledge underlying our project. Secondly, the scientific
method for the forward and inverse problems will be
discussed, followed by a discussion of the numerical and
experimental results.

II. THEORETICAL BACKGROUND

In this work, we consider a flow around a sphere in a
closed cylinder. Body forces act on the sphere such that
it moves horizontally. This in turn forces the fluid to
flow. We consider a non-Newtonian fluid, i.e. a fluid with
viscosity dependent on the shear stress acting upon it.

A. Governing Equations

Consider a flow on some domain Ω with boundary Γ.
Denote u the velocity field on Ω governed by the mass
and momentum conservation equations [11]

∇ · u = 0 (1)

and
∇ · 2η(γ̇)D−∇p = 0, (2)

where p is the pressure field, D is the rate-of-deformation
tensor and η(γ̇) the viscosity as a function of the shear
rate γ̇. We consider a generalized Newtonian fluid with
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Fig. 1: The effect of relaxation time λ and power law index n on the
viscosity versus shear-rate curve in the Carreau viscosity model, shown
on a log-log scale.
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Fig. 2: Schematic of the computational domain Ω with boundary Γ for
the falling ball problem within a closed cylinder. The cylinder has a
length L and diameter h. The ball has a radius of r.

viscosity according to the Carreau model [12], which is
defined as

η = η∞ +
η0 − η∞

(1 + (λγ̇)2)
1−n
2

, (3)

where η0 and η∞ represent the viscosity at zero and
infinite shear rate respectively, λ is the characteristic
relaxation time, and n is a parameter related to the slope
in the power law region, as shown in Fig. 1. The shear
rate is computed through

γ̇ =
√
2D : D. (4)

The domain geometry consists of a cylinder with height h,
length L, and symmetry around the horizontal axis, with
a sphere of radius r at the origin as shown in Fig. 2.

Denote Γw and Γs the boundary at the wall and sphere, re-
spectively. The boundary conditions present in the domain
are no-slip boundary conditions

u = 0 (5)

on the walls Γw and∫
Γs

σ · ndA = F (6)

for the force present on the sphere Γs.

Let w ∈ W be a scalar field on Ω, with W the solution
space. Here, w = ∥u∥ such that w is governed by the mass
and momentum equations, and the boundary conditions on
Γ. We assume these equations are fully parameterized by
some θ ∈ Θ ⊆ Rq , where Θ denotes the parameter space
and q is its dimensionality.

Let Ω be discretized into n nodes, such that w ∈ W ⊂ Rn

is a vector with wi the solution at node i.

B. Reduced-Order Modeling via POD

We decompose the solution vector into a set of k modes,
or basis functions, ϕk ∈ W and coefficients ak such that
we are able to fully construct the solution vector as

w(x) =
∑
k

akϕk(x). (7)

The truncated expansion can be written as

w∗
r(x) =

r∑
k=1

akϕk(x), (8)

where w∗
r(x) is the reduced model, r is the level of

truncation and

Wr = span(ϕ1, . . . ,ϕr)

is the finite-dimensional projection space. Specific to the
Reduced Order Model (ROM), ∥w − wr∥ is minimized
for all wr ∈ Wr.

In this work, the set of modes and coefficients are
computed through Proper Orthogonal Decomposition
(POD). Specific to POD, the ROM uses data to find an
orthonormal basis to minimize the error for all truncation
levels r. The data that the POD will use is the simulation
results from the FEM model of our problem. We prove
optimality of the basis generated by POD through
Theorem II.1 [13].

Theorem II.1. Suppose that W ⊆ Rn is finite-dimensional
and equipped with the standard Euclidean inner product
⟨w1,w2⟩ = wT

1 w2. Store data {wj ∈ W | j = 1, . . . ,m}
as the matrix

W = (w1, . . . ,wm) ∈ Rn×m. (9)

Then {ϕk | k = 1, . . . , n} is an (orthonormal) POD basis
of W if and only if

WWTϕk = λkϕk, (10)

where λ1 ≥ · · · ≥ λn, n = rank(W). Moreover, in that
case

J(ϕ1, . . . ,ϕr) =
∑
k>r

λk (11)

From this theorem, we can conclude that the POD basis
is obtained from the eigenvalue decomposition of WWT .
To compute the POD basis, we solve WWTϕk = λkϕk

through the Singular Value Decomposition (SVD). We
write the singular value decomposition

W = UΣVT (12)

where

U = (u1, . . . ,uN ) ∈ Rn×n,

V = (v1, . . . ,vN ) ∈ Rm×m

and

Σ =

(
Σ̄ 0
0 0

)
, Σ̄ = diag(σ1, . . . , σn)
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with U, V unitary [14]. Then WWTuk = σ2
kuk and

λk = σ2
k. We can conclude that ϕk = uk is the POD

basis. uk := 1
λk

Wvk satisfies WWTuk = λkuk. This
minimizes the total error

J(ϕ1, . . . ,ϕN ) =

M∑
l=1

∥w(x, tl)−wr(x, tl)∥2 (13)

for all truncation levels r. Subsequently,we obtain the POD
coefficients through

ak = ϕT
kwk. (14)

Using the truncated POD, we can estimate the FEM simu-
lation solutions through the sum of the linear combinations
of modes ϕk(x) and coefficients ak. As the POD basis ϕk

is already obtained from a few initial simulations, only
the POD coefficients are needed to be able to reconstruct
the solution field. To obtain a solution field for every
set of input parameters in the input parameter space,
an accurate prediction of these POD coefficients ak for
unseen parameters is needed.

The goal is to predict the POD coefficients per POD mode
for all parameter values in the input parameter space.
With this prediction, we want an uncertainty measure so
that we can quantify the uncertainty of our model that
goes along with this prediction. This uncertainty measure
is achieved by applying Gaussian Process Regression,
which is discussed in the next section. In Appendix C,
the analysis of the POD modes of the problem can be
found.

C. Gaussian Process Regression

The model that will be employed is Gaussian process
regression (GPR). It is a type of regression that allows for
a measure of uncertainty with every prediction. This un-
certainty is what makes it viable for a Bayesian inference
approach to parameter estimation, since it allows model
uncertainty to propagate to parameter uncertainty. The
downside of GPR is that with a computational complexity
of O(N3) [15], [16], it can become computationally
expensive for large datasets. Within the context of low-
data problems, this should not pose any issues.

GPR works based on a mean function, which contains
the estimate, and a covariance function that describes the
relationships between points. These are defined as [17],

f(x) ∼ GP(µ(x),Σ(x,x′)),with (15)
µ(x) = E(f(x)) (16)

Σ(x,x′) = K(x,x′) + Iω (17)

with f(x) being the true function which is approximated
with a GP. The GP consists of the mean function µ(x) and
the covariance function Σ(x,x′). The ω term, describes
the amount of noise in the measurements. K(x,x′) is the
kernel of the GPR, which determines the local correlation.
A common choice is the squared exponential kernel [18],

K(x,x′) = σ2 exp(− 1

2l2
(x− x′)2), (18)

where l is the length scale, which scales the intensity with
which neighboring points are considered. The σ parameter

Standard GPR Nonstationary GPR

Fig. 3: Comparison between a stationary (left) and non-stationary (right)
Gaussian Process (GP). The black dashed line represents the true
function. Red dots indicate observed data points. The blue line shows
the GP mean prediction, and the shaded blue region denotes standard
deviation of predictive uncertainty.

in (18) dictates how much the output value is scaled. The
ω term from (17) is the third hyperparameter.

The kernel and these hyperparameters are design choices.
There are techniques that optimize GPR hyperparameters
[19], [20]. This has one critical issue: in many problems,
the properties of the data are not uniform over the entire
range. Fig. 3 shows an example of this. The GP learns
from the right side of the function that it should have a
large variance, and this uncertainty is then extended to
the flat left-hand side. This means that a standard GP will
perform worse on functions with non-uniform behavior.
Since non-Newtonian fluids are a non-linear problem, this
is not desirable.

There has been significant research on solving this issue
[21]. One solution is to employ non-stationary kernels.
These are kernels where the GP parameters are not con-
stant over their entire range. This work considers the
approach presented in ”Non-Stationary Gaussian Process
Regression with Hamiltonian Monte Carlo” [22].

In this paper, l, σ and ω are seen as latent variables and
are determined by using a Gaussian process for each. This
leads to the following set of equations:

log(l(x)) ≡ l̃(x) ∼ GP(µl,Kl(x,x
′)) (19)

log(σ(x)) ≡ σ̃(x) ∼ GP(µσ,Kσ(x,x
′)) (20)

log(ω(x)) ≡ ω̃(x) ∼ GP(µω,Kω(x,x
′)) (21)

As can be seen in (19), (20) and (21), these latent variables
are now determined by a new GP. The kernels that are
described in these equations are given by

Kc(x,x
′) = α2

c exp(−
1

2β2
c

(x− x′)2), (22)

where c ∈ {l, σ, ω}. In (22), αc and βc are the hy-
perparameters, corresponding to the variance and length
scale, respectively. This means that the full model has nine
hyperparameters, θ = (µl, µσ, µω, αl, ασ, αω, βl, βσ, βω).

The original description of the kernel no longer fits its
non-stationary nature introduced above. Instead, the top-
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level GP’s kernel needs to be changed to the non-stationary
generalisation of the squared exponential kernel [23],

Kf (x,x
′) =

σ(x)σ(x′)

√
2l(x)l(x′)

l(x)2 + l(x′)2
× exp

(
− (x− x′)2

l(x)2 + l(x′)2

)
.

(23)

The non-stationary behaviour is created because l and σ
are now dependent on location x. Thus allowing these pa-
rameters to change where needed. The non-stationary GP
enables the use of adaptive sampling based on uncertainty,
since uncertainty now contains more information about its
position.

D. Bayesian Inference for Parameter Estimation

Bayes’ rule allows us to update our beliefs about param-
eters θ using observed data D, and is given by

P (θ | D) =
P (D | θ)P (θ)

P (D)
, (24)

where P (θ | D) is the posterior and the distribution that
we wish to know. It represents the probability of a param-
eter value θ given the measurement data D. P (D | θ)
is the likelihood and is the probability of observing the
data given the parameter values θ. P (θ) is the prior belief
about the probability distribution of the parameters θ,
P (D) is the evidence or marginal probability and shows
what the probability is of observing the data D. P (D)
is specifically hard to calculate, as it requires integration
over the entire parameter space, expressed as

P (D) =

∫
M

P (D | θ)P (θ) dθ, (25)

where M is the space of all the possible parameter values
of θ. The high-dimensional nature of M makes this
integral often computationally difficult. As a result, this
term is suspended as it acts as a normalization and the
posterior is calculated without the normalization constant.
This reduces Bayes’ theorem to:

P (θ | D) ∝ P (D | θ)P (θ). (26)

Thus we will obtain a non-normalised probability density
function (PDF). The prior distribution can be assumed to
be a Gaussian distribution with a prior mean µprior and
standard deviation σprior. These variables are estimated
from the physical problem at hand and allow us to include
prior knowledge of the problem. The Gaussian is of the
form:

P (θ) =
1

σprior
√
2π

exp

(
−1

2

(θ − µprior)
2

σ2
prior

)
. (27)

The likelihood shows the probability of observing
the dataset D, which consists of data points D =
{y1, y2, . . . , yN} given the parameter values θ. The like-
lihood of observing all the, assuming independent, data
points means that it contains the product of the probabili-
ties of each of the data points. The likelihood is the product

TABLE I: 2D parameter space used in the study

Variable Range Step Size
n 0.2 – 1.8 Linear
λ 10−3 – 105 Logarithmic

of Gaussian probabilities that the predictions match the
observed data and is of the following form:

P (D | θ) =
N∏
i=1

1√
2πσnoise

exp

(
−∥gi(θ)− yi∥2

2σ2
noise

)
,

(28)
where ∥gi(θ)−yi∥2 is the squared norm of the difference
between the model prediction gi(θ) of the GPR, based on
all parameter values θ, and the experimental observation
yi. Lastly, σnoise defines the noise of observing D, knowing
θ. As every data point yi has different noise level, the noise
is rewritten into matrix form,

Σnoise =

σnoise,1 . . . 0
... σnoise,i

...
0 . . . σnoise,N

 . (29)

Oftentimes the log-likelihood is used as it results in the
summation of Gaussian probabilities. The log-likelihood
can be written as [15]:

L(D | θ) = −n log
(√

2πΣnoise

)
− 1

2Σ2
noise

N∑
i=1

∥gi(θ)− yi∥2 . (30)

With the PDF of the prior and the log-likelihood we can
analytically determine the posterior distribution, however,
this becomes increasingly more complex when there is a
high-dimensional parameter space. Therefore we choose to
rely on a numerical approach to determine the posterior,
namely Markov Chain Monte Carlo (MCMC) for sampling
using the Metropolis-Hasting algorithm. This allows us
to do numerical Bayesian inference instead of analytical
Bayesian inference. The MCMC algorithm will draw sam-
ples from the posterior to approximate the quantities such
as the mean and standard deviation of the posterior. The
specific details of this method are not discussed in this
report, as they are outside the scope of this project. The
open source package emcee is used in this project, for
more information, see the paper [24].

III. METHOD: FORWARD ROM PROBLEM

In this section, the forward ROM method deployed in our
research is expanded upon. The plan of approach and the
error estimation is discussed.

In the forward ROM problem, we wish to predict the POD
coefficients of unseen input parameters using a Gaussian
Process Regression model. The training data will consist
of N2 initial samples obtained from an N × N linearly-
spaced grid in the 2-dimensional input parameter space,
consisting of input parameters n and λ. The range of
values considered is summarized in Table I.

For data generation, Table II contains a summary of the
important parameter values, such as the force F and shear
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TABLE II: Summary of parameter description and values for the FEM
model of the forward problem.

Description Symbol Value
Force on particle F 1.0
Element size on particle boundary dxpart 0.025
Element size on box boundary dxbox 0.25
Min. element size between particle and wall nelemmin 0.25
Shear viscosity at γ̇ → ∞ η∞ 10−3

Shear viscosity at γ̇ → 0 η0 1.0

viscosity γ̇ in their limit, that are not changed in the
parameter space for the sake of simplicity and the mesh
variables used. Appendix B contains a mesh refinement
study. The mesh, defined in Table II, was chosen for
training the GPR as it balances computation time and low
numerical errors, which can be concluded from the mesh
refinement study. In the Appendix, Table IV contains all
the parameter values for the data generation.

After obtaining the training data, the dataset is reduced
to its reduced form by applying POD. This reduction
decomposes the solution fields into POD coefficients and
modes. The POD modes remain the same for other input
parameters; only the POD coefficients will vary. The GPR
model is deployed to train on these input parameters
and their POD coefficients. For comparison, two GPR
models will be trained, one with a stationary kernel
and one with a non-stationary kernel. After training the
GPR, the model will predict the POD coefficients and
corresponding uncertainty for points on the evaluation
grid. The evaluation points are the points from a Delaunay
triangulation, on which more information can be found
below. The evaluated point with the highest uncertainty
is where the next data point will be sampled, which is
called adaptive sampling, and the results are added to
the dataset. Then, the process starts again, the POD is
performed on the new dataset and the GPR is trained again.
This adaptive sampling approach will be repeated for
different numbers of initial samples until the dataset has
100 samples. For each of the models, the mean absolute
error (MAE) is calculated to compare the performance of
the (non-)stationary GPR and the linear/adaptive sampling
technique. The forward problem method is given by the
pseudo-code in Algorithm 1.

A. Log-Scale Transformation and Relative Error

A challenge of this ROM is that most of the solutions are
three orders of magnitude smaller than the largest value
in the dataset. As a result, even minor absolute errors can
lead to large relative errors. The relative error is important
in this problem because it gives a scale-independent error,
better indicating the accuracy of the predicted solution
relative to the size.

To address this issue, it is necessary to compress the
dynamic range using a logarithmic scale. However, a
traditional logarithmic transformation is not feasible for
the POD coefficients since they contain both positive and
negative values. This necessitates the use of a signed-log
scale, which applies a logarithmic transformation to the

Algorithm 1 Pseudocode of forward problem method

1: Initialize data grid of N ×N FEM simulations
2: for each iteration do
3: Perform POD on current snapshots
4: Transform to reduced space and apply log trans-

form
5: Train (N)SGP model on parameter inputs and POD

coefficients
6: Evaluate model uncertainty over candidate points

(Delaunay)
7: Select point with highest uncertainty
8: Run simulation at selected point
9: Extract results and add to snapshot database

10: Predict test cases using (N)SGP
11: Compute and record MAE
12: end for
13: Display final MAE results

magnitude while preserving the sign:

ã = sign(a) · log(1 + ∥a∥)) (31)
a = sign(ã) · (exp(∥ã∥)− 1). (32)

In contrast, for the inverse problem involving the steady-
state velocity of the ball, a standard logarithmic transfor-
mation is applicable because all velocities point in the
same direction.

A secondary challenge emerged with the signed-log trans-
formation. The scale of the uncertainty no longer cor-
rectly matched the scale of the POD coefficients. To
restore meaningful proportional relationships, the trans-
formed values had to be rescaled such that the ratio of
ranges matched the original data. This calibration, δa/δã,
allowed uncertainty estimates to remain consistent with
the physical interpretation of the model.

B. Linear and Adaptive Sampling

Two sampling approaches have been considered: linear
and adaptive sampling. For both of these sampling
approaches, the initial training data for the GPR is the
same. As a baseline, the GPR will be trained on 16 POD
coefficients; thus, at least 16 simulation results need to be
used. For linear sampling, we consider n × n grids with
n ∈ {4, 5, . . . , 10}, as the maximum number of samples
was set at 100. For adaptive sampling a new sample is
added to every starting grid until 100 samples have been
reached.

Adaptive Sampling is the practice of using the information
in previous samples to pick better or more efficient new
samples [25]. To sample effectively, a measure of
uncertainty can be given for the prediction of the POD
coefficient to choose the highest uncertainty as the next
sample point. Fig. 4 illustrates this method, where a
non-linear test function was sampled, it can be seen that
the top-right of the parameters space is sampled more
as this shows more varying behavior then the in the rest
of the domain. To sample at the highest uncertainty, the
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Fig. 4: The mean predicted value of the non-stationary GP after training
on the adaptive samples (black dots) of a toy problem. There are more
samples in the top-right, where the function changes the most.

uncertainty needs to be known over the whole parameter
space, thus the uncertainty has to be evaluated over the
whole grid.

Using a conventional, linearly spaced, evaluation
grid of N ×N data points to evaluate the uncertainty is a
computationally expensive method and scales poorly (N2

for a 2D parameterspace). This type of evaluation grid
is highly dependent on the size of the evaluation grid.
Adding more data points makes the sampling too slow,
but too few data points either saturate the interesting non-
linear regions too quickly or do not properly identify them.

An alternative to a linear evaluation grid was deployed.
Delaunay triangulations were implemented to reduce the
number of evaluation points and allow for an infinite
precision. Delauney triangulation creates a point at
the centre of a circle that passes through at least 3
neighbouring points [26]. The created points are in
between the current points and on the edge of the
parameter space. Thus, generating relevant points to
sample the uncertainty. This method also makes sure that
more points are created in regions where more points are
sampled, fixing saturation issues.

C. Prediction Variance Estimation

The total variance in the forward model is assumed to arise
from four sources,

σ2 = σ2
Carreau + σ2

FEM + σ2
POD + σ2

GP. (33)

Assuming the fluid behaves according to the Carreau
model, σ2

Carreau is the variance coming from the Carreau
approximation. As this is hard to quantify, it was decided
to neglect this term in approximating the error.
The numerical approximation error from the FEM model
is σ2

FEM. Since this problem does not have an analytical
solution, there is no way of knowing this approximation

error. However, the size of the mesh determines the
accuracy with which the numerical solution is calculated.
We assume that a very fine mesh is our ”ground truth”
and determine the approximation error based on this fine
mesh. A mesh refinement experiment is done to determine
the error of the snapshots generated with a normal mesh
w.r.t. to a very fine mesh. By doing this we have an idea
of the minimal uncertainty of the whole velocity field due
to it being a numerical model with a limited mesh size.
The velocity of the ball is the point which is compared in
this analysis. The numerical approximation error will be
defined as

σ2
FEM = (vfine − vforward)

2, (34)

where vfine is the velocity of the ball using the finest mesh
and vforward is the velocity of the ball using the mesh for
the forward problem.
The error originating for POD truncation is σ2

POD. Since
we are using a ROM, we inherently have a POD ROM
error. In our analysis, see Subsection III-B, we focused on
at most 100 simulations and used only the first 16 POD
coefficients for training. Since the error will be the highest
when the dataset is the largest, the error is determined for
100 simulations and generalized for all the simulations. To
estimate the variance from this truncation, we compute the
residual error, using (11), beyond the first 16 modes of a
10× 10 linear starting grid using the sum of eigenvalues,

σ2
POD =

100∑
k=17

λk, (35)

where λk are the POD eigenvalues and K is the total
number of modes.
The predicted uncertainty that the GP provides at every
evaluation point is σ2

GP.

D. Quantifying Error

To evaluate the model’s predictive performance, we cal-
culate MAE to quantify the difference between the actual
velocity field and the predicted velocity field. The MAE
will be calculated as

MAE =
1

N

N∑
i=1

|ytrue(x)− ypred(x)|, (36)

where ypred(x) is the dot product of the predicted POD
coefficients ak,pred(x) and the POD modes of the problem
ϕk(x) and is defined as

ypred(x) =

16∑
k=1

ak,pred ϕk(x). (37)

IV. METHOD: INVERSE PROBLEM

The inverse problem will enable making a prediction of
the viscosity of the fluid based on three data points. These
data points are extracted from a real-life experiment where
the velocity of an object falling in the liquid is measured.
The same experiment is done for different densities of the
same object, such that different forces are applied in the
same liquid. Then, three different GPs are trained with the
same force as in the experiment. However, the GP model
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Algorithm 2 Pseudocode of the inverse problem method

1: Set up experiment
2: Obtain 3 data points from 3 balls falling through the

same liquid
3: Calculate the force on each ball
4: for each force do
5: Apply log transform
6: Train (N)SGP model on parameter inputs and

velocity
7: Evaluate model uncertainty over candidate points

(Delaunay)
8: Select point with highest uncertainty
9: Run simulation at selected point

10: Extract results and add to snapshot database
11: end for
12: Define prior for Bayesian inference
13: Perform Bayesian inference
14: Display final posterior distribution

is trained on the velocity of the ball instead of the whole
velocity field, as this is the only data that is obtained from
the experiment. This means that for the inverse problem,
no POD is applied as it is unnecessary. Bayesian inference,
implemented using the emcee package [24], has been
used to infer the fluid parameters. Lastly, the predicted un-
certainty will be compared to the MAE to assess whether
the model is underconfident or overconfident. The inverse
problem is given by pseudo-code in Algorithm 2.

A. Experimental and Synthetic Data Generation

For the inference problem, an experiment was set up.
Three colored balls with different weights were dropped
into a cylinder with a non-Newtonian fluid and unknown
fluid parameters. Fig. 5 shows the experimental setup.

For every experiment, the falling object was recorded.
From these recordings, using the object detection OpenCV
library [27], the steady-state velocity of the balls is ob-
tained. At every recorded frame of the recording, the
mean ypixel, maximum and minimum pixel values of the
object are retrieved. From these, the object’s position and
diameter are obtained, where the diameter is given by

Ddetected = ymax − ymin, (38)

where Ddetected is the detected diameter at every time
frame, ymax is the highest position (in pixels) of the
detected coloured object, and ymin is the lowest position
(in pixels) of the detected coloured object. To reduce the
noise in the measurements, the highest and lowest detected
object pixels need to be connected with other detected
pixels, this is to avoid outliers being used in this formula.
The diameter of the ball, Dball, has been measured with a
calliper, this information can be used to correct possible
camera distortions at each time frame. The pixel position
is converted to millimeters using the following method.

ymm = ypixel ·
Dball

Ddetected
(39)

From the position at every time frame, the steady-state
velocity is obtained for each experiment as the mean of

Fig. 5: Experimental setup, a glass filled with soap with a weighted ball
sinking to the bottom.

the velocity at each time frame. To know with which forces
the GPs need to be trained, the forces acting on the ball
are calculated. This consists of 3 components. Fg is the
force acting on the object due to Earth’s gravity and is
defined as

Fg = m · g, (40)

where m is the mass of the ball and g is the gravitational
acceleration. Fb is the buoyancy force acting on the object,
which acts in the opposite direction of gravity.

Fb = ρf · V · g (41)

Where ρf is the density of the fluid, V is the displaced
volume, which corresponds to the volume of the ball when
it is fully submerged, and g is the acceleration due to
gravity. The density of the fluid is calculated by measuring
the weight for a known volume using a measuring cup.
Lastly, the last force acting on the ball is the drag, which is
computed by the FEM simulation. Combining these three
forces, we obtain the net force acting on the ball,

Fnet = Fg − Fb − Fdrag. (42)

For the steady-state velocity, the net force acting on the
ball equals zero. With this equilibrium the drag force can
be found. For each experiment, a GP model is trained with
data generated which corresponds to the non-dimensional
version of Fg − Fb.

The FEM is used to generate synthetic data. The uncer-
tainties for this synthetic data are determined from the real
experiment. A benefit of using synthetic data to perform
the inverse problem is that the parameters are known, this
is not the case for the experimental data. This comparison
with the real parameters is nice to show the performance
of the model.

B. Bayesian Inference

Using MCMC and adaptive sampling, an estimate of the
fluid’s viscosity is obtained along with an uncertainty
bound. The prior distribution for the Bayesian inference is
a uniform distribution over the 2D input parameter space
as defined in Table I.
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TABLE III: Summary of parameter description and values for the FEM
model of the inverse problem.

Description Symbol Value
Force on particle F 1.0
Element size on particle boundary dxpart 0.05
Element size on box boundary dxbox 0.5
Min. element size between particle and wall nelemmin 0.5
Shear viscosity at γ̇ → ∞ η∞ 10−3

Shear viscosity at γ̇ → 0 η0 1.0

C. Inverse variance Estimation

The variance estimation consists of the Carreau-model, nu-
merical, experimental uncertainty and the GPs uncertainty.
The total variance for the inverse problem consists of four
components and is defined as

σ2 = σ2
Carreau + σ2

FEM + σ2
GP + σ2

experiment. (43)

The Carreau model approximation σ2
Carreau is the same as in

the forward problem and is neglected for the same reason.
The numerical approximation error originating from the
FEM model is σ2

FEM. For the inference problem, a coarser
mesh is used. The coarser mesh is double the mesh size of
the fine mesh and the most important parameters can be
viewed in Table III. The full table with the coarse mesh
description can be found in Appendix Table V.

A coarser mesh allows for a faster simulation and a
relatively small increase in numerical error, see mesh
refinement study in the Appendix B, which is beneficial in
the inference problem. Especially since we expect that the
numerical error is smaller than the error imposed by the
experiment. The numerical error resulting from this mesh
is obtained from the same mesh refinement strategy as in
the forward problem. The numerical approximation error
will be defined as

σ2
FEM = (vfine − vinverse)

2, (44)

where vfine is the velocity of the ball using the finest mesh
and vinverse is the velocity of the ball using the mesh for
the inverse problem.
The predicted uncertainty from the GPR of the velocity
of the ball is defined as σ2

GP.

The uncertainty originating from the experiment set-up is
σ2

experiment. The uncertainty stems from measuring the fluid
and object parameters such as the ball diameter and the
fluid’s density. These all have a capped precision by which
they were measured. However, they are neglected as they
are very small. The main source of uncertainty comes from
measuring the steady-state velocity of the falling ball, due
to object detection noise, a range of values for the velocity
of the ball is obtained. We define the uncertainty as

σ2
experiment =

∑
i(vi − v̄)2

n− 1
. (45)

The total variance is used to determine the log-likelihood,
which is needed for the MCMC algorithm.

D. Technical Implementation

Non-Newtonian FEM simulations were performed using
TFEM, a TU/e in-house developed finite element toolkit

written in modern Fortran. This software was pre-installed
in a Docker container, which was called whenever data
needed to be sampled.

All other components were implemented in Python 3.
The EZyRB library [28] was used for Proper Orthogonal
Decomposition (POD) and stationary Gaussian Process
regression. The non-stationary Gaussian Process was im-
plemented in-house based on the methodology described
in [29], and later enhanced with PyTorch [30] to enable
parallel computing. Bayesian inference was carried out us-
ing the emcee library [24], and image-based data collection
was performed using OpenCV2 [27].

All code written for this project is publicly available in
three GitHub repositories. You may find them in section
D of the appendix.

V. RESULTS

This section discusses the results of the forward and
inverse problems.

A. Expected velocity field with varying input parameters

To understand how the variables affect the velocity field,
initial data samples were generated for the combinations
of variables described in Table I using the FEM. For the
variable n, the step size is linear with a size of 0.8, for λ,
the steps are taken logarithmically, with each being four
orders of magnitude. The results of this initial parameter
research are shown in Fig. 6, where the Carreau model is
plotted for n = 0.2, 1.0, 1.8 and λ = 10−3, 101, 105. The
red line depicts the viscosity at which the input parameters
result.

From this analysis, three cases can be distinguished. When
n = 1, the fluid behaves as Newtonian, and the viscosity
remains constant regardless of the value of λ, consistent
with the Carreau model prediction η = η0. In contrast,
for n < 1, the viscosity decreases with increasing shear
rate, indicating shear-thinning behavior. As a result, the
velocity field increases with increasing values of λ. Con-
versely, when n > 1, the fluid displays shear-thickening
behavior, where viscosity increases with shear rate, leading
to a reduction in the velocity field as λ increases. Also
important to note is that for small values of λ the viscosity
remains approximately constant, as can be seen in the
leftmost column of Fig. 6. This means that the fluid
behaves effectively Newtonian, with minimal non-linearity
introduced by the viscosity model.

B. Forward Problem

1) Signed-Log Transformation
The signed-log transformation has a substantial impact
on the performance of the model, see Fig. 7. The relative
MAE decreased by a factor of 50, for 100 samples using
adaptive sampling. The relative error decreased from
164% to 3%, this makes the model more usable in the
range where the samples are small. The absolute MAE
decreased by a factor of 2, this decrease is welcome but
was not the goal of this transformation.
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Fig. 6: The Carreau model for selected parameters of n = 0.2, 1.0, 1.8
and λ = 10−3, 101, 105. In red is the viscosity shown that is present
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Fig. 7: Comparison of the scaled signed-log transformation (blue) versus
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of samples. The left plot shows the absolute MAE, while the right plot
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2) Forward Error
The forward error was defined in (33). Using the mesh
for the forward problem, see Table IV, a numerical
error of σ2

FEM = 1.08 · 10−07 was obtained. Since this
error is extremely small it was neglected in the analyses.
Secondly, the POD truncation error was determined, see
Appendix C, so σ2

POD = 1.06 · 10−05. Again, since these
are extremely small error ranges, they were neglected,
leaving only the GP’s uncertainty. Thus although
considered, the total error simplifies to σ2

forward = σ2
GP.

3) Comparison of GP Models
Fig. 8 shows a comparison of the performance of different
models and sampling strategies, evaluated in both absolute
and relative errors. At a low number of samples, the
models are sensitive to small changes, meaning that the
addition of a single sample can significantly change the
model. To improve the clarity of the trends in adaptively
sampled models, a Gaussian filter was applied to the
plotted data.

The non-stationary GP with linear sampling has the high-

est absolute error at low sample counts, which is best
explained due to the additional complexity of the model.
However, as more samples are added, its performance
improves, and it approaches the accuracy of the stationary
GP. In the non-scaled problem (i.e., without signed-log
transformation), which features a higher degree of non-
stationarity, the non-stationary GP with linear sampling
outperforms the stationary GP. The best overall perfor-
mance in terms of absolute error is achieved by the non-
stationary GP with adaptive sampling. The adaptively sam-
pled points can be seen in Fig. 10. Even when initialized
with a larger linear grid, it quickly decreases to a lower
absolute error comparable to a model that started from
a smaller initial grid, see Fig. 9. The adaptive sampling
techniques acquire the same error at around 35 datapoints
as the 10×10 grid. In other words, with adaptive sampling
and a non-stationary kernel, the same precision can be
reached with one-third the data.

The non-stationary model has a lower relative error com-
pared to the stationary model. The difference in relative
error between linear and adaptive sampling is small, a
trend that also holds when adaptive sampling is initialized
with larger grids, see Fig. 9. For the stationary model with
adaptive sampling, the relative error initially increases but
decreases after a few samples to a value close to the linear
grid sampling. The limited impact of adaptive sampling
on relative error is because the samples are chosen based
on the highest absolute uncertainty. A sampling strategy
based on relative uncertainty could potentially yield better
relative error performance, but exploring this is beyond
the scope of this study.

C. Inverse Model

1) Inference Error
The error of our inverse model was defined in (43). Using
the inverse problem mesh, see Table V, a numerical error
of σ2

FEM = 2.05 · 10−06 was obtained. Again, since this
is extremely small, it will have very little effect on the
uncertainty of the predicted velocity. Therefore, only two
terms remain, which are the uncertainty imposed by the
experiment and the predicted uncertainty of the GP.

Firstly, the experimental uncertainty arises due to the
measurement noise in capturing the velocity of the ball.
This uncertainty is determined by the variance of the
ball’s velocity inside the steady-speed regime. From the
recordings, we obtain σ2

experiment = 7.1 ·10−5 just based on
the uncertainty of the pixel to distance ratio.

Secondly, the predicted uncertainty of the NSGP quantifies
the error of the NSGP, but its value is dependent on
the amount of data points used and position in the
parameter space. Therefore, the precision of the predicted
uncertainty was verified. The precision of the predicted
uncertainty of the NSGP is determined by looking at the
absolute error versus the predicted uncertainty, as seen in
Fig. 11. If the predicted uncertainty is accurate, then the
absolute error should resemble a half-Gaussian centred
at zero, with a width corresponding to the estimated
standard deviation, see the red line in Fig. 11. From the
distribution of the absolute error of the test samples, it
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shows that the model is highly under confident. Only one
sample passes the 1 σ bound, where it should be 32%.
Though this makes overconfident predictions unlikely,
it does increase the final uncertainty in the inferred
parameters.

2) Inference Results
The measurements of the experiment showed a linear
relation between the force and the velocity indicating a
Newtonian fluid. To demonstrate the model’s capabilities,
experiments were simulated using FEM, employing the
same uncertainties and forces as the actual experiment.
A benefit of using the FEM to produce the data is
that it allowed for a comparison with the true value,
which would be difficult for real fluids. The inverse
problem is performed on three different cases: shear-
thinning, Newtonian, and shear-thickening fluids. Each
case involves Bayesian inference of the parameters n and
λ from three simulated force measurements. No single best

point estimate is given of the posteriors, as this choice is
application-dependent and outside the scope of this study.
Instead, the full posterior distribution is shown to reflect
the uncertainty in the inferred parameters.

In the shear-thinning case (n = 0.5, λ = 104), the inferred
posterior shows a compact distribution that aligns with the
true parameter values, see Fig. 12a. The posterior also has
some minor peaks at lower λ values, this can be explained
by small inaccuracies in the ROM.

In the shear-thickening case (n = 1.5, λ = 104), the
posterior is wider compared to the shear-thinning scenario,
see Fig. 12c. This results from the smaller velocity mag-
nitudes associated with shear-thickening behavior, which,
combined with the levels of measurement uncertainty,
results in less precise parameter estimation. Despite the
spread, the distribution of the posterior aligns well with
the true parameter values. Another reason for this large
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spread is that the ROM is under confident as discussed in
Subsection V-C1.

For the Newtonian case (n = 1.0, λ = 100), the posterior
is unable to distinguish between a true Newtonian fluid
(n = 1) and a non-Newtonian fluid with very small λ,
see Fig. 12b. This degeneracy occurs because the Carreau
model approaches Newtonian behavior as λ approaches
zero, making the two cases nearly identical, as discussed
in Subsection V-A. Increasing the number of force mea-
surements would likely reduce the ambiguity, thereby
improving inference accuracy and reducing the spread of
the distribution.

VI. DISCUSSION

The forward ROM model using a non-stationary GP with
adaptive sampling manages to sample efficiently through
the parameter space and predicts the POD coefficients
better than the other GPs tested. It was demonstrated that
the NSGP with adaptive sampling used in the forward
ROM problem outperforms the other GPs in one specific
problem setup, the sensitivity of the model to changes in
this setup has not been investigated, and the accuracy of
the model for different domains or governing equations is
unknown. Especially the scalability of the model has not
been investigated.

While the NSGP with adaptive sampling achieves an
improved MAE metric relative to its stationary and linear
counterpart, the choice of kernel is one of many, and the
choice of the squared exponential kernel has not been suffi-
ciently supported. Optimizations of the NSGP architecture
would lead to more optimized adaptive sampling, which
in turn aids the prediction returned by the NSGP.

Considering low data N ≤ 100 the NSGP model with lin-
ear sampling performs poorly. While the MAE decreases
rapidly with adaptive sampling, the reason for the poor
MAE with linear sampling is not sufficiently understood.

For the inverse problem, the NSGP with adaptive sam-
pling was used in the Bayesian inference. For the inverse
problem, there has not been made a comparison between
the different GP models and their sampling strategies.
It is expected that the NSGP has the best performance
as it achieves the lowest error in terms of MAE, but
this assumption was never verified and could potentially
improve the posterior results. Additionally, it is known
that for Bayesian inference the influence of the prior
distribution affects the inferred posterior distribution. No
other prior distributions were tested, this leaves room for
potential future improvements. Lastly, with the inverse
problem only fluid parameters are estimated from the
measured speed of the ball, a more interesting situation
would be to infer the full velocity field.

One of the main aspects of our forward ROM and inverse
problem setup, which may severely impact the perfor-
mance of the model, is the dimensionality of the parameter
space. The parametric space considered here consists of
two parameters, yet some governing equations may be
parameterized by more than two parameters. Both the
accuracy of the model and the computational complexity
have not been assessed in terms of the parameter space
dimensionality.

Additionally, training of the GP is computationally expen-
sive as well, and hence a break-even point exists between
the benefit of the model proposed here and existing
models. It should be noted that on one side of this point,
the time taken for the Gaussian process reduction steps to
converge no longer offsets the time taken for numerical
simulations to converge.

VII. CONCLUSION AND RECOMMENDATIONS

We have presented a method for sampling and interpo-
lation over parameter spaces in numerical simulations of
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Fig. 12: Joint and marginal posterior distributions inferred from three simulated force measurements using Bayesian inference via MCMC and a
reduced-order model (ROM). The orange dots represents the true parameter values. Each subfigure shows a different case: (a) shear-thinning with
true parameters n = 0.5, λ = 104, (b) Newtonian with true parameters n = 1.0, λ = 100, and (c) shear-thickening with true parameters n = 1.5,
λ = 104.

non-Newtonian fluids. The model takes the form of a non-
stationary Gaussian process (NSGP), which yields both an
interpolation of proper orthogonal decomposition (POD)
modes in the solution space and an uncertainty measure
for the reconstruction. We have shown the accuracy of the
model inference even for small sample sizes, and its ability
to predict the uncertainty in its results effectively. The
numerical expense of our model is offset by a significant
reduction in the required number of FEM simulations.

The model optimizes coverage of the parameter space
through greedy highest-uncertainty sampling while acquir-
ing data for the POD. This adaptive sampling, coupled
with the NSGP, results in a decrease in the error over the
parameter space and convergence of the solution. Adaptive
sampling was benchmarked against linear grid sampling,
which demonstrates a sharp improvement in convergence
in favour of the adaptive method. It has been shown that
in our case, only a third of the data was needed to gain
the same accuracy.

In addition to the forward problem, the method was suc-
cessfully extended to an inverse problem using Bayesian
inference. By leveraging NSGP predictions and experi-
mental data, the method provided accurate posterior dis-
tributions over fluid parameters, including the NSGP’s
model uncertainty. This demonstrates the viability of the
approach in real-world parameter estimation tasks under
data-scarce conditions. Though this method is currently
under-confident, this could be calibrated to better match
the accuracy.

An attractive characteristic of this method is that it is
equation-free, so no prior information on the governing
PDE is required. The greedy algorithm is non-intrusive,
and as a consequence, can be combined with existing
numerical simulation pipelines.

This approach is promising for other non-linear and com-

putationally expensive FEM models, though this approach
has only been tested on this one case. For problems with a
more stationary field, an NSGP will likely not outperform
their stationary counterpart.

Future work may explore generalization to higher-
dimensional parameter spaces, alternative kernel formula-
tions, adaptive sampling strategies based on relative uncer-
tainty and inferring full velocity fields instead of parameter
values. Expanding experimental validation across more
fields of study would also strengthen the applicability of
this framework.
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APPENDIX

A. FEM settings

Table IV shows the FEM settings used for the simulations of the forward problem.

TABLE IV: Parameter description and values for the FEM Model of the forward problem.

Variable name Value
Force on Particle F 1.0

Type of Particle: Sphere T
Radius Sphere: radr 1.0

Radius cylinder: radc 2.0
Length of the enclosing cylinder (left): lenc1 10.0

Length of the enclosing cylinder (right): lenc2 10.0
Element size on particle boundary: dxpart 0.025
Element size on the box boundary: dxbox 0.25

Minimal element size between particle and wall: nelemmin 0.25
Generalized Newtonian model 2:Carreau

Yield model 0: No yield function
Shear viscosity at infinite shear rate: η∞ 10e− 3

Shear viscosity at zero shear rate: η0 1.0
Transition control factor: a 2.0

Table IV shows the FEM settings used for the simulations of the inverse problem.

TABLE V: Parameter description and values for the FEM Model of the inverse problem.

Variable name Value
Force on Particle F 1.0

Type of Particle: Sphere T
Radius Sphere: radr 1.0

Radius cylinder: radc 2.0
Length of the enclosing cylinder (left): lenc1 10.0

Length of the enclosing cylinder (right): lenc2 10.0
Element size on particle boundary: dxpart 0.050
Element size on the box boundary: dxbox 0.50

Minimal element size between particle and wall: nelemmin 0.50
Generalized Newtonian model 2:Carreau

Yield model 0: No yield function
Shear viscosity at infinite shear rate: η∞ 10e− 3

Shear viscosity at zero shear rate: η0 1.0
Transition control factor: a 2.0

B. FEM error

A mesh refinement experiment was done to determine the error of the snapshots generated with a normal mesh w.r.t.
to a very fine mesh. By doing this we have an idea of the minimal uncertainty of the whole velocity field due to it
being a numerical model with a limited mesh size. The velocity of the ball is the point which was compared in this
analysis. Furthermore, the mesh refinement was performed with the parameters n = 0.2 with λ = 1e5 and n = 1.8
with λ = 1e5, since, from the initial parameter study V-A, we know it is the most varying in terms of the viscosity. The
results are discussed in Table VII and Figure 14. We can see that the numerical approximation error of the forward mesh
(number of elements equals 1 and described in Table IV) is of order 10−7 w.r.t. to the finest mesh that was calculated
(number of elements equals 2) for n = 0.2. For n = 1.8, the relative error of the mesh used is of order 3 ·10−7. These
are acceptable approximation errors as the simulation time quickly increases with a finer mesh. Taking the maximum
approximation error we can conclude that for the forward problem, σ2

FEM = 1.0802744e− 07. If we double the mesh
size and obtain 0.5 elements w.r.t. to forward problem mesh, the relative error is almost 20 times bigger, but the
computation is 10 times faster. For n = 0.2, the relative error is 10 times greater and the computation time is 8 times
faster. Therefore, it was decided that this mesh is suitable for the inverse problem, as fast computation time is needed.
Taking the maximum approximation error we can conclude that for the inverse problem, σ2

FEM = 2.0525215e− 06

TABLE VI: Velocity of ball for different mesh sizes at n = 0.2 and λ = 1e5.

# of elements w.r.t.
mesh of forward problem Velocity at the sphere Relative error simulation time

0.25 8.82778644561767578125 3.2624288e-05 4.5s
0.33 8.82798767089843750000 9.830497e-06 7.8s
0.5 8.82805633544921875000 2.0525215e-06 20s
1 8.82807350158691406250 1.0802744e-07 3m30s
10
9

8.82807350158691406250 1.0802744e-07 6m
10
8

8.82807445526123046875 0.0 10m
10
7

8.82807445526123046875 0.0 20m
10
6

8.82807445526123046875 0.0 40m
2 8.82807445526123046875 0.0 45m
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TABLE VII: Velocity of ball for different mesh sizes at n = 1.8 and λ = 1e5.

# of elements w.r.t.
mesh of forward problem Velocity at the sphere Relative error simulation time

0.25 2.9576072120107710361480712890625e-04 2.3025841e-05 6.0s
0.33 2.9576453380286693572998046875000e-04 1.0135306e-05 9.6s
0.5 2.9576674569398164749145507812500e-04 2.656828e-06 40s
1 2.9576744418591260910034179687500e-04 2.952031e-07 5m14s
10
9

2.9576747328974306583404541015625e-04 1.9680206e-07 7m
10
8

2.9576750239357352256774902343750e-04 9.840103e-08 12m
10
7

2.9576750239357352256774902343750e-04 9.840103e-08 17m
10
6

2.9576750239357352256774902343750e-04 9.840103e-08 32m
2 2.9576753149740397930145263671875e-04 0.0 2hr
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Fig. 13: Approximation error w.r.t. current mesh size on logarithmic and normal scale for n = 1.8.
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Fig. 14: Approximation error w.r.t. mesh size for the forward problem on logarithmic and linear scale for n = 0.2.

C. POD approximation error

Starting with 100 simulations, scattered as a 10x10 linear grid in the parameter space, we can obtain the following
results for the energy and the cumulative energy every mode contains, see Figure 15 and 16. We can observe that
we have the same number of POD modes as we have data points, which is as expected. However, we can accurately
reconstruct the solution of a simulation by combining the velocity fields of the strongest modes and the correct POD
coefficients. From the cumulative sum, we know that the first 16 modes contain 99.99961% of the information, this
means that the truncation has 0.0011205673% of the information. The GPR is trained on the first 16 coefficients
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that correspond to the first 16 modes. From equation 11, we know that the total error is bounded by the sum of the
eigenvalues values not included in the ROM. From this we obtain σ2

POD = 1.0580309e− 05.
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Fig. 15: The energy captured in every POD mode.
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Fig. 16: The cumulative energy captured in every POD mode.

Fig. 17: Eigenvalue analysis for 100 simulations in a 10× 10 linear grid.

Applying the POD ROM, we can also achieve the POD coefficients for every POD mode. Figure 18 shows the POD
coefficients per POD mode for every set of input parameters used to generate the data using a 4×4 grid. We can clearly
see that the solution behaves non-linear, the POD coefficients change the most for low values of n and high values of
λ. Additionally, we can see that the coefficients become smaller per POD mode, confirming that the first POD modes
are the most important and contain the most information. The first 16 POD coefficients for every simulation will be
used to train the GPR model.

Fig. 18: POD coefficients for 4x4 grid per POD mode.
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D. Code & GitHub Repos

This subsection of the appendix contains links to the relevant code made during this project. This code was divided
into a few repositories. Below each repositories will briefly be expanded upon.

1) Non-Stationary Gaussian Process
The NSGP repository (https://github.com/Frakert/NSGPR) contains a Python library for using the stationary Gaussian
process. It is written using Pytorch, allowing for GPU acceleration and parallel processing. It can be installed like any
other Python package and uses similar methods to sklearn. The repository contains a few examples showing how the
package works. This is likely the most widely applicable piece of code from this project.

2) Fortran-Bridge
The Fortran-Docker Bridge repository (https://github.com/Frakert/Fortran Docker Bridge) contains a Python library
for calling a Docker container that contains an installation of TFEM. The package was build to encapsulate the
initialization of the Docker container, and to be able to call it for samples. This makes it such that the Docker
container can be regarded as a black box. This Package is highly specific to our use case, and is thus likely not very
useful outside a few TFEM users.

3) ROM-NNFM
The ROM-NNFM repository (https://github.com/WybeSesink/ROM-NNFM) was the general workspace during the
project. Analysis and tests were all made here. It also includes the implementation of adaptive sampling on the actual
problem. It also includes the Emcee notebook used for Bayesian inference. Though the analyses show the method well,
the code is likely not of much use for reuse.

https://github.com/Frakert/NSGPR
https://github.com/Frakert/Fortran_Docker_Bridge
https://github.com/WybeSesink/ROM-NNFM
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